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Learning in Adaptive Environments
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Learning in Adaptive Environments
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Environment

@ Environment-Agent Interaction.

o History: H := {y1,a1,71,. .., @ 1,7¢1,Yt}

@ Reinforcement Learning: feedback or rewards to reinforce policy.

@ Policy is a mapping 7 : H — A.
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Model-based Reinforcement Learning

Agent-Environment Interaction

o Policy P(a¢lys, ri—1,--.,y1).
@ Reward Probability: P(r|a, yi, ..., y1).
@ Transition Probability: P(vysr1|re, ar, ye, -, y1).

No prior knowledge
@ Learning (Exploring).
@ Planning (Exploiting).

Efficient modeling frameworks?
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Markovian Processes

Markov Decision Process (MDP)

@ Fully Observable Environment: vy; =z, Vt € {1,...

@ Markovian Assumption:

> P(yesr|re, ae, yesre—1, - 1) = Plyset|ae, ).
> P(relae, Yo, re—1, a1, .., y1) = Plrdag, ye).
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Markovian Processes

Markov Decision Process (MDP)

@ Fully Observable Environment: vy, =z, Vt € {1,...,T}.

@ Markovian Assumption:

> P(yesr|re, ae, yesre—1, - 1) = Plyset|ae, ).
> P(relae, Yo, re—1, a1, .., y1) = Plrdag, ye).
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Markovian Processes

Partially Observable Markov Decision Process (POMDP)
@ Evolution of hidden state x; — P(z41|ar, x¢)
o Reward ry — P(r¢|as, x¢)
@ Observation ;.
> P(yeloe, ye—1, 2e-1-..) = P(ye]ae).
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Markovian Processes

Partially Observable Markov Decision Process (POMDP)
@ Evolution of hidden state x; — P(z41|ar, x¢)
o Reward ry — P(r¢|as, x¢)
@ Observation ;.
> P(yeloe, ye—1, 2e-1-..) = P(ye]ae).

Reinforcement Learning under POMDPs?
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Challenges and our Results

Challenges

@ Hard Learning in general POMDPs — Active Dynamic Hidden
Structure

@ Hard Planning — PSpace-Complete
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Challenges and our Results

Challenges

@ Hard Learning in general POMDPs — Active Dynamic Hidden
Structure

@ Hard Planning — PSpace-Complete

Our results RL POMDPs
@ Novel learning algorithm with tensor decomposition methods

@ Episodic learning and planning: Upper Confidence Reinforcement
Learning (UCRL)

@ Access to Oracle for Planning — (5(\/T) regret bound on memoryless
setting
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SM-UCRL-POMDP

[ Initial stochastic policy 7 ]
A 4 The number of
—>[ Sample trajectory w samples for at least
one action is doubled

Estimate POMDP parameters
and confidence bounds <
using tensor methods Yes

v

[ Set of possible POMDPS]

within confidence bound

Y
—[ Optimistic policy 7 ]
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Warm-up: Learning HMM

@ O: Emission Matrix 1

@ P: Transition Matrix
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Warm-up: Learning HMMs
@ O: Emission Matrix

@ P: Transition Matrix

CT

o V1 = Ely1|r2] T2

o Vi =E[ya|z2] = O

o Vs = E[ys|zo] = OP % V3
E[yl QY2 @ y3] = Zz Wi - ‘/11 ® ‘/21 ® ‘/31 (2 b2 ys
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Warm-up: Learning HMMs
@ O: Emission Matrix

@ P: Transition Matrix

CT

o Vi = Elyi|z2] To

o Vo =E[ys|zs] =0

o V3 = Elys|zs] = OP v V3
Ely1 Qua@ys) => ,wi- Vi, @ Vo, @ Va, | Y1 Y2 Y3

Conditions for Recovery

@ Full column rank for observation matrix O € RY*¥X and P

@ Ergodicity: w and Pw have positive entries
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Challenges in Learning of POMDPs

Graphical model of a general POMDP
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Challenges in Learning of POMDPs

Graphical model of a general POMDP
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Simplification: limit to memoryless policies
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Learning POMDPs Under Fixed Memoryless Policies

@ Fixed memoryless policy 7 throughout learning process.
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Learning POMDPs Under Fixed Memoryless Policies

@ Fixed memoryless policy 7 throughout learning process.

Tensor Moments

@ Vi1 JL’UZ‘ 1 ’UZ‘+1‘$Z‘,(IZ'.

l
o E[Ul R vy ® 1)3‘&2 = l] = Zj w7(r) S Q p2 5 Qs

@ Recover components of tensor decomposition.
@ Simple manipulations to obtain parameters of POMDP.

Kamyar Azizzadenesheli (UCI) POMDP 1 /1



Learning POMDPs Under Fixed Memoryless Policies

@ Fixed memoryless policy 7 throughout learning process.

o vV = P(i1, 71, a1]za, ag = 1),
) V2(l) = P(gj’g,F2|x2,a2 = l),
*] Vd(l) = P(g73|x2 = i,ag = l)
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Learning POMDP model with spectral methods

Conditions for Learning POMDP

@ Ergodic underlying Markov chain.
@ Full column rank:

Emission Matrix O € RY *¥
Slices of Transition Tensor P, € RX*X g A
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Learning POMDP model with spectral methods

Conditions for Learning POMDP

@ Ergodic underlying Markov chain.
@ Full column rank:

Emission Matrix O € RY *¥
Slices of Transition Tensor P, € RX*X g A

Sample Complexity
@ Required: T > O(X*)Alog(1/9),

@ Relaxed stationarity condition, no need for mixing time
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Learning Result Using Spectral Methods (Cont.)

o By probability at least 1 — 24 A6

10(:,i)—0(, i)l = O ( W) ,
T

IP(i,0)=P(i, )] = O <\/Y'X2 log(l/é)) .
T
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Learning + Planning in POMDPs

Tractable analysis by decoupling learning and planning.
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Learning + Planning in POMDPs

Tractable analysis by decoupling learning and planning.

Episodic Learning
o Each episode, fixed policy 7, collect samples.
@ Learn Model Parameters.

o Update 7.
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Learning + Planning in POMDPs

Tractable analysis by decoupling learning and planning.

Episodic Learning
o Each episode, fixed policy 7, collect samples.
@ Learn Model Parameters.

o Update 7.

UCRL: Upper Confidence Reinforcement Learning
@ Episode length: Number of samples, doubling trick (at least samples
for one action is doubled), (o = 2)
@ Update policy
» All possible POMDPs.
» Choose optimistic (stochastic) policy (oracle access assumed).
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Learning Result Using Spectral Methods (Cont.)

Episode 1

Figure from Hanie Sedghi’s slides
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Learning Result Using Spectral Methods (Cont.)

Episode 1 Episode 2

Figure from Hanie Sedghi’s slides
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Learning Result Using Spectral Methods (Cont.)

Episode 1 Episode 2 Episode 3

Figure from Hanie Sedghi’s slides
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Regret Bounds for POMDPs

@ Cumulative regret: competing against best (stochastic) memoryless
policy for the true model.
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Regret Bounds for POMDPs

@ Cumulative regret: competing against best (stochastic) memoryless
policy for the true model.

Regp =T n* — 1y

@ 7: policy. P: set of stochastic memoryless policies.
@ D: Diameter of POMDP, 7: passing time

D= in E — (2, d
o BSea RO Belr ((2:0) = @)
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Regret Bounds for POMDPs

Regret after 1" steps is:

Regret(T) = O (DW)
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Regret Bounds for POMDPs

Regret after 1" steps is:

Regret(T) = O (DW)

e Compare to MDP (Y = X): Regret(T) = O <l~)\/A ‘Y2, T).

o For MDP: diameter D := max min E.[r(z — 2')],
rax'eX w

o Even better when X3 << Y
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Preliminary Experiments
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Preliminary Experiments

@ Simple computer game
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Preliminary Experiments

@ Simple computer game

SM-UCRL-POMDP with (X=3)  DQN with RMSprop (10 x 10 x 10)

Game Setting A = 4

®

«e 66
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Preliminary Experiments

@ Simple computer game

SM-UCRL-POMDP with (X=3)  DQN with RMSprop (10 x 10 x 10)

Game Setting A = 4 Performance
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Preliminary Experiments

@ Simple computer game

SM-UCRL-POMDP with (X=3)  DQN with RMSprop (10 x 10 x 10)

Game Setting A = 8
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Preliminary Experiments

@ Simple computer game

SM-UCRL-POMDP with (X=3)  DQN with RMSprop (10 x 10 x 10)
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Preliminary Experiments

@ Simple computer game

SM-UCRL-POMDP with (X=8)  DQN with RMSprop (30 x 30 x 30)

Game Setting, A = 8
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Preliminary Experiments

@ Simple computer game

SM-UCRL-POMDP with (X=8)  DQN with RMSprop (30 x 30 x 30)

Game Setting, A =8 Performance
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Moment Matrices and Tensors

Multivariate Moments

@ for random vectors y, 1/, 3"

Mi:=El), My=E[yoy], Ms;=Eyoy ey’

Matrix

o Ely®y'] € RY*Y' is a second order tensor.

o

° Ely®y]i i = Elyi v, ]-

@ For matrices: Ely ® ¢] = E[Z/y/T]-

Tensor

o Ely®y ®@y"] € RY*Y*Y" is a third order

tensor.

° Ely @y ®@y"liy in.is = Elyi, ¥, vl ]

Kamyar Azizzadenesheli (UCI) POMDP

24 /1



Spectral Decomposition of Matrices and Tensors
My = Z ity ® v;

- o o
Matrix Mo AMul ® v A2u2 @ v
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Spectral Decomposition of Matrices and Tensors
My =37 Nu; @ v;

1 I _'_ I - - -
Matrix Mo Aul Q@ v1 A2u2 ® va

MgzZ)\iui®vi®wi
i

Tensor M3 Aul @ v1 @ wy A2u2 ® v2 @ wa

@ u®v®uw is a rank-1 tensor since its (i1,12,73)" entry is w;, Vi, W;,.

Kamyar Azizzadenesheli (UCI) POMDP 25 /1



Guaranteed Tensor Decomposition

Non-orthogonal tensor

Ms =3 wiVi]i ® Vo] ® [V3];,  Ma =Y, w;[Vi]; ® [V3];.

Symmetrizing Whitening
~ S FB3 b MZ
éf - > — é@b —t j—»ﬂj
FB3 k i
Dimension Reduction Tensor Power Method

A

Tensor M3 Tensor M
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Summary and Outlook

Summary
@ Tensor methods: Novel Learning Method of POMDPs
@ First methods to provide provable bounds for RL of POMDPs.
@ UCRL of POMDPs.
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Summary and Outlook

Summary
@ Tensor methods: Novel Learning Method of POMDPs
@ First methods to provide provable bounds for RL of POMDPs.
@ UCRL of POMDPs.

Outlook

o Efficient deployment of tensor methods for RL. Comparison with deep
neural network reinforcement learning in more complex environment

@ Regret bound for limited memory policy, Belief based policy

@ Optimal stochastic memoryless policy. (Tomorrow at ”"Open
Problem” session)

Kamyar Azizzadenesheli (UCI) POMDP 28 /1



Thank Youl
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Learning Result Using Spectral Methods (Cont.)
o By probability at least 1 — 24 A6

10¢,3)—0(, i1 = O ( Ylog(l/‘”) ’
T
T, ) =T (i) = O (\/M) .
Ti
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Learning Result Using Spectral Methods (Cont.)

@ By probability at least 1 — 2440

&w>ounlo( Ymmmv’
Ti

T Y - X3log(1/6
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Columns of O Fibers of T




Learning Result Using Spectral Methods (Cont.)

@ By probability at least 1 — 2440

&w>ounlo( Ymmwj’
Ti

T Y - X3log(1/6
M%Jw—Tmumhzo(¢___%%Jj>.
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Columns of O Fibers of T




